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Abstract

This paper studies the dynamic (in)efficiency of market adoption of cybersecurity. Individual
firms choose whether and when to make a precautionary investment in self-protection against
the evolving security risk of direct attack and indirect contagion. The equilibrium adoption
path has a “tipping point”: firms will invest to get protected when a critical mass of data
breach has been reached. In the special homogeneous model, the market equilibrium path
is found to be the socially optimal path in the presence of externalities, which reckons find-
ings in similar models of the vaccination market. I then study five extended models that are
more representative of the security industry and show that the efficiency result holds for all
of them, including general demand for security, weak targets, in-house security team, security
upgrade, and ex-post recovery. The market efficiency result would break down, however, if
security-relevant information is not publicly available. The findings caution against security
interventions that are purely externality-based and might help to explain why federal and state

governments prioritize breach disclosure law over public subsidy programs.
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1 Introduction

The notion of externalities is often invoked to cause market failure in the market for information
security (Anderson and Moore, 2006; Camp and Wolfram, 2004; Gandal, 2007; Van Eeten and
Bauer, 2008; Kobayashi, 2006). End users who connect infected personal computers to the Internet
may emit spam, host phishing websites, distribute malware or ransomware, and launch denial-
of-service attacks, thus creating negative externalities to other users. On the other hand, security
investment has a public good problem: a firm taking protective measures may also protect other
tirms, inviting all of them to free ride. This problem is exacerbated by network effects: if every
tirm waits for others to go first, the more secure system will never get adopted (as seen in the case
of Internet protocols). In all these cases, the market solution of cybersecurity is inefficient, and

under-investment or delayed investment in protection would be expected.

There are various forms of government intervention in the market for information security
that are grounded on externalities. Some prominent examples are public subsidies, government
mandates, and liability rules (Cordes, 2011). In the US, federal funding and tax credits are pro-
vided for businesses to purchase security software, hire security professionals, and cover the cost
of training programs (Committee, 2005). The US Federal Information Security Modernization Act
requires federal agencies to develop and implement security programs. In the US, strict liability
has been notably imposed on the banking sector for data breaches, identity theft, or other financial
frauds. Statutory damages have also been proposed in the EU to hold internet service providers

liable if they do not promptly remove compromised machines (Anderson et al., 2009).

The argument has an intuitive appeal and has received formal support in several pioneer-
ing models (Kunreuther and Heal, 2003; Varian, 2004; Lelarge, 2009). However, it remains unclear
whether the inefficiency persists and whether government interventions are needed if we con-
sider the full dynamics of the market. This paper fills this gap and examines the validity of this
argument through a dynamic welfare analysis of the market adoption of information security. I
consider a series of continuous-time models where a population of firms can choose to make a
precautionary investment in security at any time. A firm’s computer system can get breached in
two ways: either by the direct attack of hackers or by the indirect contagion of the previously
infected computers (sometimes referred to as the “botnet”). The dynamics of the market are de-
scribed by a system of nonlinear differential equations analogous to the SI model commonly used
in cybersecurity research (and are classical in mathematical biology and network science). I then

compare the equilibrium path with the socially optimal outcome, in which the planner’s problem



is an optimal control problem.

In the homogeneous model, individual firm’s investment decision follows a threshold rule,
where the hazard rate of breach must be at least as large as a function of security price and firm
characteristics (i.e., profit and interest rate). Consequently, the equilibrium path has a “tipping
point”: firms will wait until a critical mass of data breach has been reached, at which point the
remaining vulnerable firms will all invest to get protected. The demand for cybersecurity thus
exhibits network effects in that the economic value of protection grows with the number of harmed
participants. Perhaps surprisingly, the optimal path of security adoption is found to be identical
to that of the free-market path. Thus, in this special case, externalities do not cause market failure.
This reckons findings in a seminal work of Francis (1997), which establish the same equivalence

in a homogeneous dynamic model of the market of vaccinations.

But the market efficiency result in the homogeneous case raises more questions than pro-
viding policy answers. The homogeneous model is, in many aspects, unrealistic for the security
industry. Therefore, I study five extended models to incorporate different key characteristics of
the security industry to see whether the welfare result is generalizable. The five extended mod-
els are general demand for security, weak targets, in-house security team, security upgrade, and

ex-post recovery.

The first set of extensions considers heterogeneity in demand and vulnerability. The first
exercise is to incorporate heterogeneous demand for security by considering two types of firms
with different valuations. In the resulting equilibrium, high valuation firms will get protected in
the first phase and low valuation firms will get protected in the second phase. The second exer-
cise is to incorporate differences in vulnerability by considering two types of firms with different
vulnerabilities. A group of highly vulnerable firms has a high probability of being attacked, and
the rest has a low probability of being attacked. The resulting market equilibrium is such that the

weak targets will take precautions earlier than the strong targets.

The second set of extensions considers different ways to model security investment. The first
exercise is to incorporate self-selection into internal and external security investment by enabling
a firm to get security protection in two ways. The first method is to purchase it at the competitive
market price. The second method is to invest in an in-house security team that hires dedicated
personnel to discover and fix the bugs. The resulting market equilibrium is such that the out-
sourcing firms get protected later than the in-house firms. The second exercise is to incorporate

the intensive margin of security investment by endowing each firm with two opportunities to in-



vest in security. The first shot protects the firm imperfectly; it reduces the probability of getting
breached from high to low. Every firm can make the second investment to upgrade the security,
and the second shot reduces the probability of breach to zero. I characterize the timing the firms

will make the initial investment and later on upgrade the security endowment.

The third set of extensions considers how ex-post data recovery would affect the incentive
for ex-ante precaution. For this purpose, I incorporate recovery from infection ex-post by adding
a rate of recovery to the laws of motion such that a firm may recover from infection and become
vulnerable again. The hazard rate now depends on both the number of infected and the number
of vulnerable. Whether ex-post data recovery crowds out ex-ante precaution depends on how
effective the data recovery can be. In a world where recovery is relatively hard and costly, the
resulting equilibrium is such that the recovery from infection leads to increased vulnerable firms

which reinforces the incentive to get protected.

In all five extended models, the market efficiency result holds: the equilibrium condition is
proved to be the same as the planner’s optimal control condition. ! The first two models show that
the market efficiency result does not rest on the homogeneity assumption. The third and fourth
models show that the efficiency result is robust to how the security investment is modeled. The
tifth model shows that the efficiency result is robust to perturbation in the laws of motion. These
exercises collectively show that our findings move beyond a mathematical exercise and might

deserve serious policy attention.

The key to understanding this result is that unlike conventional public good games, secu-
rity investment is not strategic substitute in my dynamic model. The fact that some firms make
the investment does not remove the incentive for other firms in doing the same. This happens be-
cause of the increasing hazard rate of the security breach function. There is the positive externality
from security adoption, making the marginal social benefit greater than the marginal private ben-
efit. But there is also the negative externality of insecurity from malware infection, making the
marginal social cost greater than the marginal private cost. As a result, individual firm chooses
the optimal timing that balances out these two forces, thereby internalizing the external effects of
security investment. This result is consistent with Lindahl equilibrium (Lindahl, 1958) and Coase
theorem (Coase, 1960), which both suggest social optimality can be achieved in market settings in
the presence of externalities. The policy implication of the results is this: purely externality-based

interventions are at best unnecessary. They may risk distorting the right incentive. If we further

IFor the fifth model, the efficient result is under parametric restrictions.



consider administration costs, they can create pure deadweight loss.

The market efficiency results do hinge on two critical assumptions: (i) increasing hazard rate
of breach probability, and (ii) all payoff-relevant information is public. 1 conclude by showing
one important instance of how the efficiency results would break down - information asymmetry.
I consider an incomplete information version of the main model in which firms” vulnerabilities
are private information. In this game, firms no longer have accurate expectations of the secu-
rity risk but instead hold beliefs over the distribution of the possible propagation trajectories.
Asymmetric information in the model results in rational delays in security adoption and leads to
a Pareto-dominated market outcome. We have a scenario similar to the war of attrition games
(e.g., Alesina and Drazen (1991)), in which each firm waits for the other firm to adopt security
tirst, consequently making both firms worse off. The model shows that coupled with asymmet-
ric information, externalities would become a problem that requires government corrections. In
this case, breach disclosure laws, rather than public subsidy or liability, might better alleviate the
problem. I discuss legislative efforts to transform firms’ private information on security breaches

and practices into publicly available information.

The remainder of the paper is organized as follows: Section 2 reviews the closely related
literature. Section 3 presents and analyzes the special homogeneous model as a benchmark. Sec-
tion 4 studies the heterogeneous models. Section 5 studies the different ways of modeling security
investment. Section 6 studies the relationship between ex-ante precaution and ex-post recovery.
Section 7 provides explanations of the efficiency results. Section 8 discusses how information

asymmetry would break down the market efficiency. Section 9 concludes.

2 Related literature

This paper contributes to the growing literature on the economics of information security, in par-
ticular, the literature on market failures and the literature on security investment. > The seminal
work of Anderson (2001); Anderson and Moore (2006) recognizes that incentive design is as im-
portant as technical design in the study of cybersecurity, and identifies several microeconomic
concepts, such as externalities, information asymmetry, liability dumping, to explain many in-

security problems. Formal analysis of the externalities problem includes Kunreuther and Heal

2See Anderson and Moore (2006) for an early overview. See Arce (2022) and Fedele and Roner (2022) for a recent
survey of the theoretical literature.



(2003); Varian (2004); Lelarge (2009); Lam (2016). The models highlight that cybersecurity is an
interdependent risk such that security protection often depends on the joint efforts of multiple
agents. Kunreuther and Heal (2003) models security investments as strategic substitutes: the pos-
itive externality of an individual’s protective measures may decrease the incentive for their own
investment. Varian (2004) studies the free-riding incentive in effort provision that determines sys-
tem security. He famously distinguishes between three functional forms of security technology:
total efforts, weakest link, and best shot. Lam (2016) studies optimal security policy instruments
in a model where the firm can make both ex-ante attack-prevention and ex-post damage-control
investments. She shows that, very interestingly, full liability can lead to over-investment in dam-
age control and under-investment in attack prevention, and a joint use of a security standard and
a partial liability rule may restore efficiency. In her model, the firm’s security choices have pos-
itive externalities on the users, and therefore would under-invest in the absence of any liability
or regulation, because of the free-riding problem. Closely related is Lelarge (2009), which uses a
random graph version of epidemic modeling to study malware and security adoption. A theme in
this collection of papers is the inefficiency of the equilibrium security due to externalities. It turns
out that the dynamic models presented in this paper do not extend the welfare conclusion in the

static models. A detailed comparison with Lelarge (2009) is delegated to Section 7.

A classical reference on security investment is Gordon and Loeb (2002), which determines
the optimal level of investment based on marginal benefit and marginal cost. They define the prob-
ability of a breach as a function of a firm’s initial vulnerability and its security investment. Under
intuitive restrictions on the behavior of the breach function, they derive an inverted U-shaped
relationship between vulnerability and security investment. For intermediate levels of vulnerabil-
ity, they derive the rule of thumb that investment should never exceed 37 percent (~ 1/¢) of the
expected loss. Subsequent works Gordon et al. (2003) and Tatsumi and Goto (2010) extend Gor-
don and Loeb (2002) to model a firm’s dynamic security investment using a real option approach.
Gordon et al. (2003) introduces a discrete tree model of the finite horizon to study the allocation of
a security budget across multiple periods, which is extended in the continuous real options model
of Tatsumi and Goto (2010). Firms’ equilibrium behavior in my models is consistent with the
“wait-and-see approach” in Gordon et al. (2003), which concludes that “it is economically rational
to initially invest a portion of the information security budget and defer remaining investments
until security breaches actually occur.” Another class of models studies the dynamic strategic in-
teractions between an attacker and a defender (Bohme and Moore, 2010; Khouzani et al., 2011;

Bensoussan et al., 2010). Khouzani et al. (2011) and Bensoussan et al. (2010), in particular, build



upon dynamic SI models to investigate the optimal attack and defense strategies in a differential
game. ° In this collection of papers, the focus is either on a representative firm’s optimal invest-
ment decision or the best response of a representative defender, instead of the collective action

problem of multiple defenders.

This paper complements the aforementioned literature in three aspects. First, it provides a
framework for analyzing dynamic (in)efficiency associated with private security decisions, thereby
bridging the extant analysis of externalities and dynamic SI modeling on security. Second, it pro-
vides a welfare benchmark of the security market (i.e., the equivalence between market outcome
and social optimality under complete information) and thereby shows the possible distortionary
effects of externality-based interventions. Last but not least, it decouples the two sources of market

friction and assesses the relative importance of each friction for security policies.

The idea that externalities do not necessarily lead to market failure dates back to classical
works in Meade (1952); Lindahl (1958); Coase (1960); Arrow (1969). But in the framework of dy-
namic SI modeling, the efficiency result (of the homogeneous case) has first been shown in Francis
(1997). Francis (1997) compares the static and dynamic model of vaccination to question the suit-
ability of the static approach. In his elegant dynamic model, he finds that in a homogeneous pop-
ulation, the market equilibrium path coincides with the socially efficient path even in the presence
of externalities. * This paper complements Francis (1997) in suggesting that dynamic efficiency
in the presence of externalities might be more general than the market of vaccines and of security
adoption. There are five key differences between this paper and Francis (1997). First, the fields of
study are different. Francis (1997) studies questions on public health, whereas this paper studies
incentives in cybersecurity. Second, the laws of motion are different. In Francis (1997), only con-
tagion matters in the state variable of the infection. In this paper, a firm’s system can be breached
in two ways: the direct attack of hackers, and the indirect contagion of the infected computers.
The direct attack a is important in the market dynamics of security markets, which is one of the
key distinguishing characteristics of the security industry. When I discuss weak targets in the het-
erogeneity case, this becomes even more important and delivers insights that are readily seen in
any epidemiology model that I am aware of. Third, Francis (1997) established the efficiency of the
vaccine market in the homogeneity case, whereas this paper highlights the efficiency in the het-
erogeneity case and illustrates how different kinds of heterogeneity affect the comparison of the

optimal timing. Fourth, Francis (1997) provides intuition on the marginal benefit and marginal

3See Karyotis and Khouzani (2016) for a comprehensive survey on using mathematical models, including epidemic
models, to study the diffusion of malware.
4See Chen and Toxvaerd (2014) for a discussion on the robustness of Francis (1997)’s results.



cost. This paper interprets the efficiency results in three different veins: two sources of externali-
ties, strategic complement/substitute, personalized prices as in a Lindahl equilibrium. Fifth, this
paper also shows how information asymmetry might break the welfare result and connects that

with breach disclosure law in the US.

3 A Special Homogeneous Model

In this section, I develop the special homogeneous model of security adoption in parallel with the
vaccination model of Francis (1997). For readers who are familiar with the vaccination literature,
they can immediately see the similarities and differences between the two markets. For readers
who are unfamiliar with the vaccination literature, this section is self-contained and paves the way

for subsequent sections.

There are N firms that are identical, have infinite horizons, and do not automatically recover
if their systems become compromised. ®> They value their computer system at a rate v, and they
receive a profit of 0 if their systems are breached by malicious codes. They discount future profit
at a rate 4. Every firm has one opportunity to invest in security, and they can do that anytime at a
price c. Security investment can take various forms. The most obvious one is purchasing anti-virus
software. It could also mean a spam filter, a firewall, a cryptographic product, patching, adopting
a secure web browser, running applications only from trustworthy sources, etc. The investment is

irreversible, and once the investment is made, it will confer permanent protection. °

We start with firm i’s individual decision problems. The present discounted value of a firm’s

profit stream 77;, assuming the system is breached at exactly time ¢, is

t
mi(t) = J veTdT = 2(1—e~0)
0 )

Denote P(t) as the cumulative probability distribution of getting breached at or before time

t. We assume P(t) is differentiable and its derivative is denoted as P’(f). Suppose the firm plans

5The homogeneity assumption and the no recovery assumption are relaxed in two of the extensions in Section 4.
®The one-shot assumption and the permanent protection assumption are relaxed in two of the extensions in Section
5.



to get the protection at time T}, the expected present discounted value of the profit would be

T.
! 0 _5 v _5T.

Elm)(T) = | P05 e e+ 1= P (5 —ee). )
data breach before T; stay safe until T;

The first term represents the outcome in which the firm’s system gets breached before getting
protected, which happens with probability P(T;). The second term represents the more favorable
outcome in which the firm’s system stays safe until T;. And if the firm remains safe until T;, it
will incur the investment cost of which the present value is e °Tic. This happens with probability

1—P(Ty).
The optimal timing problem for the firm i is then given by

max {7 (T:). )

The first-order condition for firm i’s optimal timing Ti* is therefore

P(T)§(1=e ) = P(T) (5 —e T ) + (1= P(T}))oe e = 0
Increasing the T; has an economic trade-off: on the one hand, it delays the incidence of the security
cost and thus saves (1 — P(T;))ée~Tic, but increases the likelihood of getting breached thus a profit
loss P'(T;)(§ — c). Rearranging the equation, we obtain a threshold condition for firm i to invest

in security: () )
P(T; o°c
1-P(T¥) wv-—éc

J

H(TY)

1

for i. 3)

g

hazard rate of a data breach
The left-hand side of (3) is the hazard function associated with the likelihood of a data breach
P(T}). It is the probability of a breach at exactly time T;* conditional on not having been breached
until time T;*. We know that P(f) is increasing in t, but P’(t) can be either rising or falling with ¢.
Suppose the hazard function H(t) is also increasing; then, when the threshold condition is met, all
firms will invest. This is the same observation that has been made in Francis (1997) in the context

of vaccine market.

The threshold depends on three parameters v, §, and c. The firm will get protected sooner if

it values the system more (an increase of v), or it pays a lower security cost (a decrease of c), or it



is less patient (a decrease of J). ”

The key function in the security decision problem is the hazard rate H(t). H(t) is important
in at least two aspects. First, H(t) determines whether security adoption is independent or in-
terdependent. The adoption decision is interdependent if the hazard function for firm i depends
on when firm j gets protection. If firm j does not invest and gets breached prior to T;, with all
other things equal, the hazard rate for i will go up and firm i is more likely to get breached as
well. This is the externality problem: every individual firm does not bear the full consequence
of its own security decision. Second, H(t) dictates the equilibrium behavior of firms” adoption.
As noted above, an increasing hazard rate will lead to a “tipping point” threshold rule. In what
follows, we will show that the market dynamics lead to a hazard rate H(t) that is both increasing

and interdependent.

3.1 Market Equilibrium

A firm’s system can get breached in two ways. One is the direct attack of hackers, and the other is
the indirect contagion of the infected computers that are brought under the control of the hackers.
The second way is often referred to as the “botnet”: a network of thousands or even millions of
infected computers called “bots” that is used by the hackers to carry out a wide range of cyber
attacks. The attacks include sending spam, phishing, identity theft, click fraud, launching denial-

of-service attacks, and distribution of adware and other malicious programs.

It is perhaps intuitive to think of the propagation of infected computers as an epidemic
caused by biological virus. ® In fact, it is customary in the literature to formulate the botnet
dynamics as the SI (Susceptible - Infectious) model classical in mathematical biology and network

science. ° In the classical SI model, susceptible individuals in a population interact with one

7First, note that if either the discount factor  or the cost ¢ is zero, then the firm will prefer to get protected re-
gardless of how small the proportion of infected computers are present in the population. Suppose § = 0 such that
the future profit is given the same weight as present profit, this implies that the loss associated with getting infected
has an unbounded present value. Given that the cost of security is finite, the firm always prefers to invest in security
beforehand. Similarly if ¢ = 0 such that security is costless, it would also be preferable to adopt security to prevent a
positive expected loss. Lastly, if v < dc such that the denominator of the threshold is negative, the firm would never
choose to get protected regardless of the hazard rate. This is because the breached data is worth so little to the firm that
it cannot justify the cost of securing it.

8This analogy would hold for conventional worms for which the attackers use Pure Random Scan to identify vul-
nerable computers. Usually under the Random Scans, every infected computer constantly performs a fixed number of
scans on other computers per unit of time. See Yu et al. (2009) for a discussion of self-disciplinary worms that behave
differently than conventional worms.

9Empirical studies have shown that when N is large, the deterministic epidemic models can successfully represent
the dynamics of the malware propagation (see Khouzani et al. (2011) and the references therein). For a general reference

10



another and are exposed to an infectious disease. Once infected, the individual shifts from the
susceptible to the infected state. Upon infection, the individual remains infectious thereafter. In
what follows, I build upon the SI model to capture the market dynamics of information security.

A graphical illustration is shown in Figure 1.

(a + BI/N)V

S'(t) T

Figure 1: A Graphical [llustration of the Market Dynamics

Define V (), I(t), and S(t) as the number of vulnerable, infected, and secured firms respec-
tively, at time ¢ that exhaustively and mutually exclusively categorize a population of size N » 0.
Instantaneously, there is a probability « > 0 of a direct attack that breaches a firm’s system and
turns it into a bot, and a probability f > 0 of a malicious connection between a vulnerable firm
and an infectious firm, conditional on not being directly attacked. Since I(t)/N is the fraction
of infectious firms at time ¢ and also the chance of an encounter with a bot, the probability of a

vulnerable firm getting breached at time ¢ is & + BI(t)/N.

We introduce security investment in such a way that if vulnerable firms invest in protection,
they will never become breached. '° The laws of motion for this market are thus stated as the

following nonlinear differential equations:

V(o) = —av( - POV g @
I'(t) = aV(t) + m(tz)\jv(t) ()

where S'(t) is the incremental change of secured firms in the population, or the rate of security
adoption. Equation (4) specifies the rate of change in the number of vulnerable firms as a result
of direct attack, indirect attack, and security investment. Equation (5) specifies the rate of change
in data breach incidents as a result of botnet growth. Also note that for given any f, V(t) + I(t) +
S(t) = N. !

The equilibrium concept is rational expectation equilibrium. Because of rational expectation,

of the SI models and its family, see Keeling and Rohani (2008).

19We can relax this assumption to allow for imperfect security protection by adding a parameter on the fraction of
investors that gets secured.

'We assume that 1(0) = 0, S(0) is small, and I’ () > 0 for any t.
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the firms’ beliefs correctly reflect the actual state of the market. Equation (3) is based on firms’
beliefs regarding the market, which should correctly anticipate the market dynamics in equation
(4) and (5). This is a critical informational assumption in the efficiency result. In Section 8, I
relax the public information assumption, which breaks the efficiency result we found in the full

information environment.

Note that at time ¢ the number of firms that will get breached is I'(t). Since there V(t)

vulnerable and all are at equal risk, the true hazard rate H(t) is H(t) = F(tg = a+ %(t) By

equating the firm’s belief to the true hazard at time T, we get

(Ti*) _ 6%c
N  v—dc

x+pl ©®)

Thus a firm’s decision on when to get protected depends directly on the fraction of the population

that has been breached, or in malware context, the botnet size.

We can take a closer look at the hazard rate generated by the market dynamics H(t) =
o+ %(t) B > 0is what makes the hazard rate increasing and interdependent. Suppose instead
that B = 0, every firm just has to deal with the direct attacks separately and the adoption decisions
are independent. Because of § > 0, the hazard rate for firm i depends on the decision of other firms
j # i. But also note that the hazard rate H(¢) does not depend on S(t) directly but instead through
the mediating state variable I(t). We can see this more clearly by rewriting the hazard rate H(t) as
a function of the market-level investment rate S'(t), i.e., H(T;) = a + B[1 — % — W] This
distinction is important for the diverging welfare results between this paper and Lelarge (2009),

which I will elaborate in Section 7.

For now, let us just note the externalities problem in the market as to how T; will affect the
optimal timing of firm i. Suppose T; < T;, S'(t) becomes larger, and I(T;) becomes smaller, which
gives firm i less incentive to invest. Suppose instead T; > T;, S'(t) becomes smaller, and I(T;)
becomes larger, which gives firm i more incentive to invest. Timing of T; will affect the optimal

timing of T;. This is because of the externalities in security investment.

This dynamic system will be such that, once the threshold size of the botnet has been
reached, all remaining vulnerable will immediately get protected. Initially, I(f) is below the
threshold level, and no firms invest in security S’(¢) = 0. The botnet size grows as can be seen in
(5) where I(t) never decreases as I'(t) = 0 for all t. Once the critical mass I(T*) has been reached,

firms will start to prefer getting protected. However, the fact that some firms go and get their

12



protection will not remove the incentive for all the other remaining vulnerable in doing the same
(the left-hand side of (6) remains above the threshold). The fact that all will go at exactly the same

time is a special feature of the homogeneous model, which has been highlighted in Francis (1997).
12

This behavior is in line with the network effects of technology adoption as argued by Katz
and Shapiro (1985). Initially there is slow or no adoption due to the lower benefit compared to
the cost, once a critical mass of firms is reached, much more rapid deployment would be seen,
leading to a S-shaped adoption curve. The slow adoption of more secure internet protocols would
be an example. This rule also means that introducing cybersecurity to the market can be hard,
because below the threshold, investing in security is not incentive compatible. This is consistent
with Herley (2009) showing that when the at-risk probability is small, designing security advice

that is beneficial is very hard. 13

3.2 Social Optimality

The planner’s problem is to choose the rate of security adoption r(t) to maximize the present value

of the unweighted sum of profits of all firms. The problem can be stated as follows:

max JO (N — I(£))o — cr(1))dt @)

st. S'(t) =r(t), 8)
) I(t)

I(t) = la+ p=IIN = 1(t) = 5(1)], )

HE) =0, (10)

1(0), S(0) given. (11)

This is an optimal control problem with adoption rate () as the control variable and I(t), S(t) as

the state variables. The Hamiltonian for this problem is

H(r,S, LA t) = e [(N — I(£))o — cr(£)] + Ay ()r(£) + Aa(t)[a + ﬁI(I\’;)] [N = I(t) — S(8)] + As(B)r(t),

12Varying parameters and initial conditions may affect the timing of adoption, but do not affect the firm’s optimal
time-of-adoption rule.
131 also consider ex-post recovery in one of the extensions in Section 6.

13



where A1 (), A2(t), A3(t) are Lagrangian multipliers on the constraints (8), (9), (10), respectively.

By the maximum principle, the necessary conditions for an optimal path are

a; =0=—e e+ A (1) + A3(t) (12)
SO () =~ a0+ g2y (13)
S0 = — (e O N - 10— () — (2 g (14

together with three constraints (8), (9) and (10).

Suppose the non-negative constraint (10) is binding, then A3(t) > 0 and r(t) = 0. If the
optimal path contains a positive adoption rate r(f) > 0 for some time interval, then (10) will not
be binding and A3(t) = 0. It follows from (12) that A;(t) = e%c. It is therefore the case that
M (t) = —e % éc. Substitution into (13) gives us Ay (t) = —e 'dcla + [3%]_1, which has the time

derivative as A} (t) = —Ax(¢)[0 + M\ﬁ/étl)( t)]. Together with (9) and (14), this implies the socially

optimal timing T* is such that
I(T¢) 6%

atp N  ov-—éc

(15)

which is identical to the threshold condition in (6). It follows that T® = T* and the two paths are

identical.

This optimal control problem has a “bang bang” solution: r(f) is at its minimum level r(t) =

5c
v—odc"’

0 when « + ﬁ% < v‘i’; - and r(t) is at its maximum level when a + ,BLZ\? >

This is expected
as the objective function and the Hamiltonian is linear in the control variable (t). It is noteworthy
that in the socially optimal path, data breach is not pushed to zero and certain degree of insecurity

would be allowed so long as it is cost justified.

There is another way to solve the social planner’s problem as an optimal stopping problem,
given that all the unprotected firms adopt security at the same time. Let T* be the efficient timing
of investment. The social planner’s problem can be restated as an optimal stopping problem

analogous to the firm’s problem such that the planner chooses T¢ to maximize social welfare:

0

T e
rTn%JO e YN — I(t)]odt + [N — I(T°)] j e tvdt — (N — I(T%) — 5(0))e°Tc. (16)

The first term represents the welfare of the unbreached firms up to time T°. The second term

represents the welfare of the unbreached firms after they make the investment at time T°. The

14



third term represents the present discounted value of the total investment costs. The welfare of
the breached firms is 0 for any t. Solving the first-order condition of this problem yields exactly

the same threshold condition as (15).

In this special homogeneous model, the socially optimal threshold condition (15) is exactly
the same as the competitive equilibrium (6). As a result, the competitive equilibrium time path is
identical to the socially optimal path. Perhaps surprisingly, externality in security adoption does
not cause market failure. This is also what Francis (1997) has found in the market of vaccination

with no direct attacks.

In the language of Koutsoupias and Papadimitriou (1999), we can calculate the price of an-
archy (PoA) in this model. The PoA measures the deterioration in a system’s performance in
which resources are allocated by self-interested agents. Formally, the PoA is the ratio between the
social welfare of the first-best and the social welfare of the non-cooperative market equilibrium.
Under the public information assumption, the two are identical in this model (and the later ex-
tended models), implying a PoA equal to 1. When public information is sufficient to coordinate

the expectation of firms’ security decisions, no additional coordination devices is needed.

But this opens up more questions than providing any definite answers. One might think,
for instance, it is the homogeneity of firms that drives this result. One might also wonder what
happens if investment can be made multiple times or does not confer lifetime protection. In the
next section, I show that the market equilibrium path remains socially optimal if we relax these

assumptions and study more realistic models of the security industry.

3.3 Externality-based Interventions

Subsidy. Suppose the government provides a subsidy s > 0 for security adoption. The cost of
adopting security then becomes ¢ — s. Firm i’s optimal timing under subsidy T; will follow the

threshold condition: ) )
5 (c—s) o°c
H(TS) = = H(T}).
(T?) o5 s) <v—5c H(T}) (17)

Subsidy induces the firms to invest in security too early. The distortion happens regardless of the

size of the subsidy.

Mandate. Suppose the government mandate the firms to adopt security at T*. To do that,

the government has to know a lot of information on the firms side. Cost ¢ and discounting factor
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6 can be reasonably approximated by the market price and the interest rate. But the value v, the
vulnerability « and B are much harder to calibrate, especially so when there is heterogeneity. In the
likely case when the government mis-calibrate, a mandate may lead to either over-investment or
delayed investment. Even though the government manages to get the numbers right, a mandate,

in light of the efficiency of the market, is an unnecessary burden on the administration system.

Liability. Suppose the government holds the firms strictly liable for a data breach incident,
in which case the infected firm would pay a damage d > 0. The instantaneous profit loss of a
security breach then becomes v + d. Firm i’s optimal timing under legal liability T will follow the
threshold condition:
6%c 6%c

Il — = *

Once again, the firms will sub-optimally rush to invest in security. The distortion happens regard-

less of the size of the damages.

For all three externality-based interventions, both the social welfare and the profit of the
firms are reduced. Because of the market efficiency, policies would be distortionary. They put un-
necessary burden on the firms. For some firms with a high fixed cost, they might be forced to exit
the market. By distorting the right incentive to invest and imposing unavoidable administration

costs, the interventions cause pure deadweight loss.

4 Heterogeneous Demand and Heterogeneous Vulnerability

In this section, I discuss two heterogeneous models of the security industry and show that the
welfare result still holds. The two models show that the welfare theorem does not hinge on the

homogeneity assumption.

4.1 General Demand for Security

Plausibly, information system or Internet service might not be equally important to all firms de-
pending on the industry and business model. Firms may thus place different values on informa-
tion security. The different values can be a result of product market competition (e.g., v is higher
for firms with a larger market share) or reputation loss (e.g., v is higher for firms experiencing a

sharper drop in stock price). In this subsection, I study an extended model to incorporate hetero-
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geneous demand for security.

Suppose there are two types of firms with different valuations: a fraction pp of all the firms
has a high valuation vy, and the rest y; has a low valuation v, where ug + yr = 1and vy > vr. 14
Let Vi(t), I;(t), and S;(t) be the number of vulnerable, infected, and secured firms of typei € {L, H}

respectively such that > ; Vi(t) + I;(t) + S;(t) = N. The laws of motion become

Vi) = —avi(p) - PR g ), 19
Vi) = —avig(e) - POV g ) 20
I[(t) = aVL(t) + ﬁZZLZ(Vt)VL(t) (21)
1) = aVig(t) + P2 1DV 2 Iig\t,)VH(t) (22)

such that for each type i, V/(t) + I(t) + Si(t) = 0. Initial conditions are assumed to be I;(0) =
Si(0) = 0fori e {L, H}. Notice that an infected firm poses the same risk to all remaining vulnera-

ble firms regardless of the type.

The market outcome can be similarly characterized by applying inequality (3). Firms of type

i will invest in security at time T;* if

Liwili(T7) _ o
N v; — oc

x+pB (23)

The above threshold conditions are similar to condition (6) in that the equilibrium timing is de-
pendent on the botnet size > ; I;(t) which preserves the non-decreasing property. The thresholds
for the two types are different: since vy > vy, the threshold for the high type is lower. In the
resulting equilibrium, firms will get protected in two phases. For the high valuation group, all
the remaining vulnerable firms will invest in security at Ty when the botnet size I(Ty) crosses
the threshold. At that time S(f) jumps to Vi (t) and Vy(t) drops to zero. Once that occurs, the
situation reverts back to the homogeneous case: all the remaining vulnerable firms are low valua-
tion firms. The low valuation firms who remain vulnerable will invest in security at T;, when the
botnet size I(Ty) crosses the higher threshold. At Ty, all remaining vulnerable firms get protected

and the dynamic system is thereafter in steady state.

The social planner’s problem can be solved similarly as in Section 3. The planner chooses

14The model can be readily extended to more than two types.
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Tf; and T7 to maximize social welfare:

T; 0 )
max ZL e‘étVi(t)vidt—kZJT e_‘StVi(Ti)vidt—Ze_OTiVi(Ti)a
i i i ;

Ty=0,TL =0

From first-order conditions, we obtain fori € {L, H},

0=(c— %)1{(2?) + 6cVi(TP).

Together with the law of motion of I(t), we get for i € {L, H}, social optimality requires them to

invest at T such that
ST s
= 24
a+p N v; — oc’ @4

which extends equation (15) to this heterogeneous valuation case. Comparing the planner’s thresh-
old condition (24) with the equilibrium condition (23), we conclude that the market equilibrium

path is identical to the socially optimal path.

4.2 Competitive Effects of Security

We can use a variation of the heterogeneous demand model to study the competitive effects of
security. Security decisions can also be shaped by competitive forces: firms may benefit and antic-
ipate gaining market shares if less secure competitors are compromised. There are papers showing
that security can be leveraged as product differentiation (Arce, 2020; Sen et al., 2020; De Corniere
and Taylor, 2024).

Fully solving the dynamics of market competition and security is beyond the scope of this
paper, but our model can accommodate the competitive effects of security in a reduced-form way:.
Let the instantaneous market value v(I(t)) be a continuously differentiable and increasing function
of the number of infected firms I(#). This captures the fact that as more competitors are crippled
by data breaches (i.e., I(t) increases), a surviving firm may gain a higher market share, e.g., by
acquiring customers or facing less price competition. This creates an additional incentive to be
the “last ones standing” in the market. Firms face a trade-off between competition and security:

waiting (conditional on surviving) increases both profits per period and the risk of breach.

The PDV of a firm’s profit stream, assuming the system is breached at time ¢, now becomes

ni(t) = S(t) o(I(7))e~°7dt. If the firm never gets breached, the PDV of profits is & = lim;_,,, 7t(t).
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Suppose firm i plans to get protected at time T;, the expected PDV of profits would be

BT = " PRty + [ - P(T)] (7 —e0T), @5)

that naturally extends equation (1). The optimal timing T;* follows a threshold condition that
extends equation (3):
p(TF) 5%c 5%c

= = for i, 26
1-P(TF) 6T [ — (T¥)] —6c  TI(TF) —éc 20

where TI(T) := {7 v(I(t))ée~°"T)dt. Note that IT(T) is increasing in the adoption time T. To
see this, we first note that IT'(T) > 0 is equivalent to II(T) > v(I(T)), that is, the cumulative
future profit is larger than the instantaneous reward. By first-order Taylor expansion, v(I(t)) =
o(I(T)) + o' (I(T))I'(T)t, and TI(T) = o(I(T)) + LLEND 1t follows that

The second term is the log-derivative of v(I(t)) evaluated at time T, interpreted as the propor-

tional growth rate of the market value, which is weakly positive for all £.

The dynamic system behaves similarly to the main model such that once the critical mass
of breaches I(T*) has been reached, all remaining vulnerable will get protected. This happens
because the LHS of the threshold condition (25) increases with I(¢) (as in the homogeneous model)

and the RHS decreases with I() (as shown in the property of I1(T)).

4.3 Weak Targets

Existing economic models of information security highlight the case of the weak targets where
a fraction of firms are more likely to be victimized (Varian, 2004; Grossklags et al., 2008; Bohme
and Moore, 2010). Empirical supports are available to show that firms of incompetent security
practices have been attacked more frequently, as in the payment card industry (Murdoch et al.,
2010), the phishing sites (Moore and Clayton, 2009), and the personal computer market (Camp
and Wolfram, 2004). In this subsection, I study an extended model to incorporate differences in

vulnerability.

Consider two types of firms with different vulnerabilities: a group of highly vulnerable firms
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#p N has a high probability of being attacked (ag, B1r), and the rest u H has a low probability of

being attacked (ar, 1) where pupy + pr =1, ap < ay, and Br < Bu. 15 The laws of motion are as

follows:
Vi) = —avi(p) - BEAONE g, @)
Vi) = —anVi(t) - PHEEOV0) g ) 29
() = v () + PL2 OV, (29)
I (1) = Vi (e) + PH 2OV, (30)

High-risk firms will invest in security at time T7; if

= I\(I i T u—oc (31)

&y + BH

Low-risk firms will invest in security at time T} if

i li(T) S
aL+ P = (32)

Since a1, < ag and B < B, the threshold for weak targets is higher than that for strong targets.
The resulting market equilibrium is such that the weak targets will take precautions earlier than
the strong targets. Weak targets invest at time T7;, after which all the remaining vulnerable firms

invest at time T}

The social planner chooses Tf;, T; to maximize social welfare:

—ot —ot —oT;
V At V At — ’V
H(I)aT)zzo J v +ZJ ZJ Ze

From first-order conditions, we obtain fori € {L, H},

OVI(TE) + 5eVi(TF).

0:(c—5

Together with the law of motion of I;(t), we get for i € {L, H}, social optimality requires them to

invest at T such that
Zi Ii(Tie) . 6%c
N  v-6c

«; + Bi (33)

15The model can be readily extended to more than two types.
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Comparing the planner’s threshold condition with the equilibrium condition, we conclude that

the market equilibrium path is identical to the socially optimal path.

5 Various Ways of Security Investment

In this section, I discuss two richer models of security investment and show that the welfare result
still holds. The two models show that the efficiency result does not hinge on the way the security

investment has been modeled.

5.1 In-House Security Team

Some firms might rely on their in-house security team. Other firms might buy vulnerability from
the market, or outsource system defense to third-party vendors (Sivagnanam et al., 2021). In
this subsection, I study an extended model to incorporate self-selection into internal and external

security investment.

There are two ways that a firm can get security protection. The first method is to purchase it
at the competitive market price c. The second method is to invest in an in-house security team that
hires dedicated personnel to discover and fix the bugs. Firms differ in terms of their skill levels,
and we can index every firm by their internal security cost s where s is uniformly distributed on
[0,1]. Firm s will choose in-house security team if and only if s < c. For firms with internal security

cost higher than ¢, they will outsource it to the market.

The law of motion would be similar to the equations (19). For firms with s < ¢, they will

invest in internal security team at time T;" if

Ss IS(TS*)dS 525
= ) 4
atp N v—0s (54
For firms with s > ¢, they will make external security investment at time T} if
§ L(THds 6%
a+p N = s (35)

Every internal investment has a different threshold depending upon s, whereas all the external

investment have a same threshold. Because of the self-selection, the thresholds for every firm that
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invests in-house is lower than that for the firms that outsource. The resulting market equilibrium
is such that the outsourcing firms get protected later than the in-house firms. The in-house firm s
will invest in security consecutively at their respective T,*. After that, all the remaining vulnerable

firms will invest externally at T;* and the system is in steady state thereafter.

The social planner chooses T¢ for outsourcing firms and T for in-house firms to maximize

social welfare:

T:20,Tc=0

c rTs ¢ o0 c .
max f J e‘”Vs(t)vdtds%—J J e‘StVs(Ts)vdtds—f e TV (Ty) pds
0 Jo 0 JT; 0
T,

+(1—c)foce_‘5tVs(t)vdt+(l—c) foo eV (T)odt — (1 — )eTVy(T)e,

c

where the three terms on the first line are the welfare of the in-house firms and the three terms
on the second line are the welfare of the outsourcing firms. Combining the first-order conditions

with the law of motion, we have

SS I5(T¢)ds &%s

x+pB N =23 forall s <c¢, (36)
§ L(To)ds 6%
x+p N —v_(scforalls>c. (37)

The threshold condition (36) extends equation (15) to take into account the self-selection of firms
into internal and external security markets. Comparing it with the equilibrium condition, we

conclude that the market equilibrium path is identical to the socially optimal path.

5.2 Security Upgrade

The initial security investment may not confer permanent protection, and investment can be made
over time to improve the security features (e.g., Windows). In this subsection, I study an extended

model to incorporate the intensive margin of security investment.

Every firm has two opportunities to invest in security, and both would cost c. The first
shot protects the firm imperfectly; it reduces the probability of getting breached from (ap, Bx) to
(ar, Br). Every firm can make the second investment to upgrade the security, and the second shot
reduces the probability of breach to zero. The firm can make the two investments at the same time

or consecutively.
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The new technology divides the population into four compartments, where V(t) is the num-
ber vulnerable firms, I(t) is the number of infected firms, S1(t) is the number of firms who invest
in security once, and S (t) is the number of firms who invest in security twice. The laws of motion

are as follows:

V() = —anV(t) — ﬁHI(It\[)V(t) — ), (38)
(1) = () —wsy () - PO gy, 9
I'(t) = auV(t) + 5H1(2V(t) +arSi(t) + ﬁLl(zsl(t) (40)

where r(t) is the rate of first-time security investment and S/ (t) is the rate of second-time invest-
ment. There are two changes to the dynamic system in the homogeneous model ((4) and (5)). First,
the changes of uninfected firms are now described by two equations, with the rate of change in
S1(t) added. Second, the growth in botnet size is now due to the infection of both vulnerable firms

and firms who have made first-time investment.

Denote P;(t) and P,(t) as the cumulative probability distribution of getting breached at or
before time t for V(t) and S;(f) respectively. Suppose the firm plans to install at time T; and

upgrade at time T5, the present discounted value of the expected profits would be

Bl (T T) = [ B0~ [~ B (T (Bl TiI(F) M), 4

where .
E[ui|T1)(T) :J Pé(t)%(l — e )dt+ 1 —pz(Tz)](g —e~0Tep), (42)

T

Compared with equation (1), we notice that the expected profits of making the initial investment
substitute § with E[u;|T1|(T2). The difference stems from the fact that in the homogeneous model
investment confer lifetime protection, whereas in this extension there is the remaining risk after
the initial investment and forward looking firms anticipate that. The expected profits of upgrading
security given Tj is the same as (1). This optimization problem has a Markov property: when the
tirms make the upgrade decision after T, it is as if they are choosing the timing of the investment
as the homogeneous model assuming T is the start of time. Solving the first-order condition of

T}, we have
P{(Ty) B oc

1= P(T})  E[ufT7](T§) —c )

Equating the expected hazard rate with the actual hazard rate from (38), we find that firms will
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make the initial investment at time T7" if

I(Ty) dc
PN () ¢ )

Solving the first-order condition of T3, we obtain

I
1-P(Tf) v—dc

(45)

Similarly, by rational expectation, the firms will upgrade the security endowment at time T5 if

I(T* 5%c
ap + Br (NZ)ZU—&:' (46)

The social planner chooses T} and Tj; to maximize social welfare:

Ty
—ot . —0T _
n?o‘%éof@ eV (£)odt — V(Ty)e*Tic + [N — I(Ty)| TS(Ta|Th), 47)

where the firms’ total surplus of S;(t) given they invest at Tj is written as

T o i
TS(T»|Ty) = f e %S (t)vdt + S1(Ty) J e dtodt — S1(T)e°2c. (48)
T,

Ty

Combing the first-order condition of T} and T; with the laws of motion, we have

I(Ty) dc
I(T% 52%c

It turns out that TS(T|T1) = E[u;|T;](T2). This is not surprising given the Markov property of the
problem: starting from Tj, the equilibrium path and the social optimal path are just like what we
have solved in section 3. Consequently, the planner’s two threshold conditions coincide with the
equilibrium threshold conditions. The market equilibrium path is identical to the socially optimal

path. 1

16 Another extension alone this line is the dynamic pricing of security products. In the paper, security products
are provided at a fixed market price c. In general, one can allow the price to vary across periods c(t). If ¢(t) is weakly
decreasing over time, the efficiency results would hold. If ¢(¢) is increasing, then it would depend on the rate of change.

24



6 Ex-ante Precaution and Ex-post Recovery

In all of the above models, we assume that once a computer is infected, it will remain infected
thereafter. However, there are instances where firms can get out of infection after a cyber attack.
For example, firms may pay ransom to get their data restored; they may also employ technicians to
repair infected devices. In this subsection, I study an extended model to incorporate the recovery

from infection ex-post.

Let 7y be the probability that a firm may recover from infection and become vulnerable again.

The basic setup follows the homogeneous model, except that the laws of motion become

V() = —aV(t) — “I)\]V() It — S'(8)

1oy =av( + O i),
N
such that the rate of change in data breach incidents is the net flow of direct and indirect attack
minus the rate of recovery. Unlike the homogeneous model, the number of vulnerable firms might
rebound. The hazard rate is A(t) = {}E g =a+ ﬁ N - V((tt)). A firm will invest in security at time
T if
I(T*) I(T*) 5%

1

N V(T T v—ac

x+p (51)

This threshold condition differs from (6) in that it now involves V(t). Once the condition is
met, firms will prefer getting protected and S(t) goes up. Two countervailing forces exist on
the changes of V(t). The increase in S(t) leads to a decrease of V (t), which would provide a dis-
incentive for other firms to invest. On the other hand, simultaneous recovery leads to an increase
of V(t) and will bound V(t) from below. Unlike the homogeneous model, I(t) is no longer an

absorbing state and we denote V as the steady state number of vulnerable.

Whether the ex-post recovery will crowd out the incentive for ex-ante precaution depends

V ﬁ _
V(1)

for (51). Akin to the homogeneous model, the fact that some firms get protection does not remove

on the value of . If 7 < > 0 for all ¢, and the increasing hazard rate condition holds

the incentive for the rest in doing the same. The market equilibrium is such that all the remaining

vulnerable firms will invest at time T*. If instead v > %, the increasing hazard rate condition

will be violated, and the optimal timing might be delayed.

The social planner’s problem is the same as (16). Combining the first-order condition and
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the law of motion of I’(t), we obtain the socially optimal T* such that

0T KT &
BN TV T oo 62)

Comparing the threshold condition (52) with the equilibrium condition (51), we conclude that

the market equilibrium path is identical to the socially optimal path if the rate of recovery is

bounded above (ie., ¥ < ﬁ}\‘,/ ). For large 7y, market equilibrium path has inefficient delay. The

delay is intuitive: if every firm will quickly recover from the cyber attack, why bother to invest in
protection in the first place? But to me, the dependence on -y in this model is not a refutation of the
theory for two reasons. First, the value of -y is an empirical question and in many instances given
the increasing complexity of attacks, y is plausibly low. Second, market adoption can remain
efficient for a range of 7y in this model. By contrast, when information becomes private, as in

Section 8, under no restrictions on the parameters, the investment timing can be efficient.

7 Intuition and Lindahl Equilibrium

We have seen that the series of models presented so far, there is no divergence between the market
outcome and the first-best outcome even in the presence of externalities. There is no “price” of
anarchy. Why is this so? In what follows, I provide my intuition for the market efficiency results
and also comment on how the results can be tied to the literature on externalities and public good

provision.

A classical result in the market provision of public good is the under-provision resulted from
free-riding behavior. In our model, cybersecurity S(t) can be viewed as a public good but market
results in efficient provision. What explains this discrepancy? In subsection 7.1, I compare my
models with Lelarge (2009) to explain the diverging welfare results. |7 What happens in the static
model is that the probability of a data breach for one single firm is assumed as a function of the
joint efforts of all firms (i.e., P(t) is a function of S(t)), making the security investment strategic
substitute (which also violates the increasing hazard rate condition of the dynamic model). In our
dynamic model, investment is not strategic substitute. The threshold rule (6) does not depend on
the number of secure firms S(t) but does depend on the number of breach incidents I(t). When

the firm decides whether to invest or not, it does not care directly about whether others are getting

17The insights from the comparison can carry over to the static models of Varian (2004) and Kunreuther and Heal
(2003), in which the principle of under-provision applies.
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protected or not. The fact that other firms might get their protection will not remove the private

incentive to get protected.

I will argue that P(t) as a function of I(t) rather than S(t) is a natural consequence of the
dynamic perspective. The process of S(t) affecting P(t) is through the mediating variable of I(t).
Viewing in this vein, there are two dynamic externalities associated with security decisions. The
first one is the positive externality highlighted in the static models. Security investment reduces
the likelihood that unprotected firms will be infected and thus create positive externality to other
firms. Following this logic, the equilibrium investment in my models shall be instead lagged
than the efficient investment. However, there is also the negative externality. Not investing today
S'(t) = 0 increases the likelihood that all vulnerable firms will be infected tomorrow « + BI(f +
A)/N, which in turn increases the likelihood that this firm itself will be infected in the future. This
negative externality imposed by the growth of the botnet forces the firms to invest sooner, and as

such internalize the external effects of security investment.

Now we can understand the market efficiency results from a marginal analysis perspec-
tive. Social optimality equates marginal social benefit with marginal social cost, whereas firms
in the market equates marginal private benefit with marginal private cost. In both problems, the
marginal cost is the present discounted value of c. The two sources of externalities provide coun-
tervailing forces on the marginal private benefit. Because the firms internalize the external effects

of security investment, the equilibrium path coincides with the socially optimal path. '

The idea that externalities do not necessarily lead to market failure is not novel. The Coase
theorem famously states that if trade of the externality can occur, the decentralized bargaining will
lead to an efficient outcome (Coase, 1960). Meade (1952) made the first observation, which was
later substantially extended by Arrow (1969), that the inefficiency caused by externalities can be
seen as the absence of certain competitive markets. Once a market exists for an externality, each
consumer decides for herself how much of the externality to consume at the ongoing prices. View-
ing in this vein, the presence of externality does not necessarily call for government interventions
but instead call for the creation or the reinstatement of new markets. In our model, the security
cost c is a price of the breach externality. More precisely, there is an infinite sequence of spot mar-

—ot

kets available for security investment where security is priced at e~°’c for all t. The unfolding of

time solves the missing market problem in this model. In fact, the market equilibrium path looks

18The distinction between these two sources of externalities has also been noted in the economics literature on
epidemic control. The positive externality is called the prevention externality, and the negative externality is called the
infection externality. See Gersovitz and Hammer (2004) for a reference.
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a lot like a Lindahl equilibrium (Lindahl, 1958). In our model, e 9(Ti=T¥)¢ are the Lindal prices
for cybersecurity, allowing firms to self-select into their personalized markets based on their prof-
itability, perceived risk, etc. In subsection 7.2, I interpret the efficient equilibrium in my models as

a Lindahl equilibrium.

7.1 Comparison with Lelarge (2009)

Lelarge (2009) also studies security adoption in an epidemic modeling framework. He finds that
equilibrium adoption is inefficient because of a free-riding problem. In what follows, I recast his

model in our notations and point to the differences that lead to the diverging welfare results.

Lelarge (2009)’s analysis is based on three key parameters: the cost of protection, the loss of a
breach, and the probability of loss. Self-protection costs c. Each agent can decide whether to invest
in self-protection and deploy security solutions that reduce the probability of a loss. The agent is
in state S if she invests or in state V if she does not invest. The loss of a breach is the difference in
payoffs between the two states, which is v in our model. The probability of loss is p" in state V
and p° in state S. In our model, p° = 0 and only p" remains. And because Lelarge (2009) is a one-
period game, we can think of p¥ = P’(t) in the steady state. As in my models, p” consists of two
components: there is probability a of direct attack and probability § of indirect contagion from
an infectious connection. Different from my models, however, the breach probability p¥ (S/N) is
assumed to depend directly on the fraction of secured firms {. He wrote “More precisely, for a
fixed fraction of the population - investing in security, we define p(S/N) and p°(S/N) as the
corresponding probabilities of loss averaged over the population, conditionally on the decision to

invest in self-protection.”

The optimal strategy of an agent follows a threshold rule p¥(S/N)v > ¢. Assuming loss

v; is heterogeneous across the agents, all agents with v; > m will invest in self-protection.

In a rational expectation equilibrium, the equilibrium size of the network is self-fulfilling and

equilibrium security S* is characterized by the fixed-point equation

c

=1 Fovmy)!

(53)

We can evaluate social welfare by W(S) = [p"(0) — pV(S/N)] Sé/N F1(1—u)du
+p¥(0) g /N P=1(1—u)du — ¢S/ N, where the first term is the total payoffs of the fraction of agents
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in state V, the second and third term are the total payoffs of the agents in state S. We can now
compare the equilibrium adoption §* with the efficient adoption S°. Lelarge (2009)’s Theorem
1 states that the equilibrium adoption in his security game is inefficiently low, i.e.,, $* < S°, or
W/(S*) > W'(S°) = 0. The inefficiency comes from a free-riding problem. As the fraction of
agents investing in self-protection S increases, the incentive for the vulnerable to invest decreases.
“As more agents invest, the expected benefit of following suit decreases since there is a lower
probability of loss.” This happens because the breach probability function p"(S/N) is assumed
inversely related to S, which (i) makes the agents” adoption decisions strategic substitute, and (ii)

violates the increasing hazard rate condition in my models. '’

7.2 A Lindahl Equilibrium Interpretation

In a Lindahl equilibrium, every contributor gets their personalized price for the public good. Each
contributor, taking the price in the personalized market as given, fully determines their own level
of consumption of the public good. A Lindahl equilibrium is Pareto optimal because the price
menu allows the contributors to align with the marginal social benefit. As a result, externalities

are eliminated.

We can recast our model as a game of public good contribution, in which early adoption
would mean more contribution and higher spillovers to the other agents. Formally, a profile of
adoption timing {T;*}.Y, is a Lindahl equilibrium if there exists a menu of personalized prices
{p¥}X | such that (i) for all i, T* solve firm i’s profit maximization problem given p¥, and (ii) At

T, pf = c (i.e,, marginal social benefit equal to marginal cost).

In this model, the Lindahl prices for cybersecurity adoption would be p#(T;) = e~°(Ti ~Tf)e.

It is straightforward to check that given the stated price menu, {T;*}., is a Lindahl equilibrium.
First, at exactly T, we have pf = ¢~% (TF=TF)¢ = ¢, satisfying condition (ii). Second, T is the profit
maximizer as shown in (6). The Lindahl price is also the social value of security adoption and can

be obtained if we differentiate the social welfare function (16) with respect to V(t).

19T will not argue which model is the “right” model but simply note that Lelarge (2009) recognizes the importance
of the dynamics and the information assumption too, for which he wrote “Our epidemic risks model is a simple one-
period game and agents have no possibility of learning of value (of S/N)”, and “Clearly, the decision made by the agent
depends on the information available to her and modelling the information sharing among the agents is an intricate
question.”
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8 When Would the Efficiency Results Break Down? Information Asym-
metry

Behind the scenes of the analysis so far, I maintain a fundamental assumption regarding firms’
decision-making - the information assumption. Firms are fully informed about the data breach
risk in the population over time I(¢). This may not be true in reality. Firms are oftentimes asym-
metrically informed. In fact, the US Cybersecurity Information Sharing Act and various states’
data breach disclosure laws are getting exactly at that, by mandating the disclosure and commu-

nication of data breach incidents.

In this section, I relax the loaded information assumption. We introduce information asym-
metry in vulnerability which would eventually break the efficiency result. Information asym-
metry in other characteristics can be similarly introduced, which will lead to similar inefficiency
outcomes. For illustration purposes, suppose N = 2. The vulnerability of each firm «; can be one
of two types {ar,ar} and is privately observed by firm i. Types follow independent distribution
(u,1— p). The solution concept would be Perfect Bayesian equilibrium. Each firm’s strategy is a

pair (Ty, Tp). It is straightforward to show that Ty < Ty.

In this game, each firm will be uncertain about the trajectory of I(t). From i’s perspective,
there are two possible trajectories: P(t) and P(t). P(t) is the CDF of getting breached at or before
time ¢ when j is not infected (the “low-risk trajectory”), P(t) is the CDF of getting breached at or
before time t when j is infected (the “high-risk trajectory”), and P(t) > P(t) for all . In equilib-
rium, they will form rational expectations, which critically depend on who adopts security first.
The security risk of firm i depends on the timing of adoption. If firm i adopts security earlier than
firm j, then with probability 1 — P(t), j is not infected and the probability for i to get breached at
time t is P'(t). With probability P(t), j is infected and the probability for i to get breached at time
tis F/(t). Thus, the expected probability of getting breached at time ¢ is

P'(t) = P'(£)[1 - P(t)] + P'(t)P(t), (54)

and P(t) is the corresponding cumulative probability distribution. If firm i adopts security later
than firm j, then the risk depends on the exact timing of T;. From ¢t = 0 to T}, the probability of
getting breached at time  is P'(t). From T; to T;, the probability of getting breached at time ¢ is
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P'(t). Putting things together,
E[7|(T;) = Pr(T; > T)E[m](T;; P(t)) + Pr(T; < T){E[m](T; P(t)) + E[m](T; — T;; P(1))]}, (55)

where E[r;](T; P(t)) = SOTI' P'(t)3(1 —e~o)dt + [1 — P(T;)](% — e~?Tic) is the expected profit if
the other firm adopts security after firm i, and E[r;](T; — Tj; P(t)) = S%’ P'(t)s(1—e)dt +[1—
P(T;)](% — e~°Tic) is the expected profit during the time between the two adoption decisions if the

other firm adopts first.

Suppose firm i is a high vulnerability type ap, then Pr(T; > T;) = Pr(a; < apy) = 1. The
optimality condition can be written as

¢

H(Ty)[1 - P(Typ)) + H(Tu)P(Tu) = -,

(56)

where H(t) and H(t) are the hazard rates associated with P(t) and P(t). Since H(t) = ay and
H(t) = ay + B/2, we have the optimal timing for the high vulnerability type:
,BP ( TH) 52C

= = . 7
“H 2 v —0c (57)

Note that in the complete information benchmark of heterogeneous vulnerability (e.g., (33)), at
time Ty, the botnet size is I(Ty) = 1, and the left-hand side is o} + g > xp + % It follows
that under private information, Ty is larger than the complete information Ty. This happens
because the firm i does not observe when firm j has been breached by the time of i’s adoption
Ty and, therefore, has uncertainty regarding the realized trajectory (even though firm i rationally
anticipate that the other firm will self-protect no sooner than itself). If breach disclosure law is in

place, then P(Ty) would be substituted by 1, and the optimal timing for ay would be efficient.

Suppose instead firm i is a low vulnerability type ar, then Pr(T; > T;) = Pr(a; < ar) =

Pr(ar) = pand Pr(T; < T;) = Pr(ap) = 1 — p. The first-order condition is

- 5%c
pUH(TO [~ B(TO)]+ H(TOP(TL)} + (1 p)H(T) = 25 8)
Substituting H(T;.) and H(T}), we have the optimal timing for the low vulnerability type:
,BB (TL) . (52C
o+ U 5 Ty (59)

31



Comparing with the complete information benchmark (33), we obtain that under private infor-
mation, T}, is larger than its complete information counterpart. The low vulnerability type a; will
delay even further than the high type ay. Type apy knows for sure that the other firm will self-
protect no sooner than itself. Type a;, however, has uncertainty over both the other firm’s breach
and the other firm’s adoption timing. With probability 1 — y, the other firm will adopt first and

not get infected, which reinforces the low type’s free-riding incentive.

Information asymmetry leads to rational delays in security investment. The game is similar
to the war of attrition game of Alesina and Drazen (1991) in explaining delays in fiscal stabiliza-
tion. Both parties want the other to incur the cost first, and they would wait for an overly long
period, even though it would be a Pareto improvement for them to coordinate on the timing. This
happens because cybersecurity is an interdependent risk (Kunreuther and Heal, 2003). If security
decisions are independent, the market equilibrium would remain ex-ante efficient, as the firms

has no need to know the other party’s timing of adoption or breach.

Since the inefficiency is in the form of delays, public subsidy or liability would get the firms
closer to socially efficient timing, but given the heterogeneity, a uniform subsidy or liability would
never be able to induce the efficient adoption path. Even if subsidy or liability are group-based,
it would be very challenging, if not impossible, to set the right number for every group such
that the adoptions would happen right at the socially optimal timing. Moreover, these policies
miss the root of the problem of a market failure. The reason these policies might be helpful is
not for externality but for the unavailability of security-related information. A better approach,

apparently, would be addressing the information asymmetry directly.

Waves of legislative efforts have been made to transform firms’ private information on secu-
rity breaches and security practices into publicly available information. 2’ The Cybersecurity Infor-
mation Sharing Act (CISA), enacted in 2015, aims to “improve cybersecurity in the United States
through enhanced sharing of information about cybersecurity threats” (Tran, 2016). Section 5 of
the Act establishes procedures for the government to facilitate information sharing about cyber
threats and incidents between corporate entities, between corporate entities and the government,
and between different government agencies. Section 6 of the Act provides liability protections for

private entities that monitor the information system and share cyber threat indicators and defen-

20There are also industry efforts for firms to share security information with each other (Laube and Bohme, 2016; Pala
and Zhuang, 2019). Such organizations include Security-Based Information Sharing Organization (SB/ISO), “Com-
puter Emergency Response Teams” (CERT), Information Sharing Analysis Centers (ISAC). Voluntary disclosure so far
has been met with mixed success and some authors argue for misaligned incentive problems (Kannan and Telang, 2005;
Arora et al., 2008).
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sive measures in good faith.

Prior to federal law, all fifty U.S. states had laws requiring companies to notify individuals if
their personal information was compromised in a data breach. These laws vary by state but typi-
cally require notification to be made within a certain time-frame and include required information
about the breach. A primary goal of the breach disclosure laws is to incentivize firms to invest and
improve their security practices. The idea is simple: since mandatory disclosure imposes a variety
of costs on the firms (e.g., costs of customer support, costs of cleaning up the system, reputation
loss, etc.), firms can avoid these costs if they invest in preventing data breaches in the first place.
Romanosky et al. (2011) succinctly term this as the “sunlight effect”: “by highlighting a firm’s
poor security measures, legislators hope to create an incentive for all firms (even though that have
not been breached) to improve the protection of their data, thereby ‘disinfecting” themselves of
shoddy security practices.” Senator Smitian, who co-authored California’s breach disclosure law,
wrote in Simitian (2009) that one primary purpose of the bill was to “provide an incentive to those
responsible for public and private databases to improve their security (and thus reduce the risk
for all of us).” This investment effect of solving information asymmetry has been, to some ex-
tent, validated by emerging empirical studies, which show that the breach disclosure law leads
to increased investment in data encryption (Miller and Tucker, 2011) and web server upgrades

(Murciano-Goroff, 2019).

9 Conclusion

In this paper, I present a series of continuous-time models of security adoption and use them to
analyze the nature of market failure in the industry. In the homogeneous model and five extended
models, the equilibrium adoption path is proved to be the socially optimal path. The efficiency
result would break down, however, if information asymmetry is introduced. So in this market,
externalities alone do not necessarily cause market failure. Coupled with information asymme-
try, externalities would become a problem that requires government correction. Explanations are

provided as to why this is true and why the result has policy significance.

Throughout the paper, I refer to firms as my unit of analysis, but the analysis can also be
applied to public sector, such as the federal agencies that aims to adopt cost-effective security
measures, or sophisticated users who understand the security risk and can defend themselves. I

should also add a qualification on the kind of externalities I consider in this paper: security-related
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externality. For markets with built-in non-security related externality (e.g., cross-side externality in

two-sided markets), the market adoption of security might be inefficient for non-security reasons.
21

The models in this paper provide a framework for dynamic welfare analysis of the security
market. The models generate testable predictions on firms’ security adoption behavior, which

may guide further empirical studies. I list four key empirical implications.

¢ S-adoption curve: adoption is initially slow and accelerates exponentially after a critical

mass of breaches occurs.

¢ Heterogeneity of adopters: all other things equal, firms with higher vulnerability or higher
valuation of IT systems (e.g., financial institutions, e-commerce platforms) adopt earlier.

Firms with an in-house security team adopt earlier than those that outsource.

* One can empirically estimate the breach hazard function over time and test for its mono-
tonicity (e.g., by conducting survival analysis such as the Cox model), which is a critical

precondition of the efficiency result.

* Role of public information: in settings with private breach risk, security adoption is delayed

relative to cases where breaches are publicly disclosed and firms observe others” incidents.

I also list some further considerations that can be evaluated using this framework. Reassess-

ing these possibilities can be a rich line of research in the future.

e Strategic attacker: in the paper, attackers operate at constant scale (a, ). If the attacking
rates a(t) and B(t) are weakly increasing over time, the efficiency results would still hold.
22 Strategic attackers, however, may adjust the intensity of attacks as a best response to the

firms” adoption strategy.”’

¢ Intra-organization friction: it is common for economic models to start with firms’ inter-

organizational interactions in which firms are profit maximizers without internal frictions.

2ln related papers Arce (2020) and Zhang and Arce (2025), the authors consider the security provision of two-sided
platforms.

22For example, the models presented can also accommodate the scenario of trusted relationships (e.g., account cre-
dentials) with partner firms, in which insider threats arriving through this vector will not be stopped by strengthening
defense against external attackers. In this case, a firm’s risk of an indirect attack p is the same whether it invests against
direct attacks a or not. As long as the direct attack rate a(t) does not decrease over time, which satisfies the increasing
hazard rate condition, the results hold.

23Gee Arce (2018) for modeling attacker’s decision based on firms’ market share. See Khouzani et al. (2011) and
Bensoussan et al. (2010) for works on the differential games approach.
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Firms’ intra-organizational structure, however, can also affect the resulting level of security.
For instance, within a company, the emergency response team, information technology de-
partment, and sales department all have well-defined goals that might not align perfectly
with the managerial board. This can cause principal-agent problems that further distort

security investment from the optimal level.

Externalities and information asymmetry are considered two primary sources of market
failure in private security decisions. The findings in this paper establish a welfare benchmark
and naturally suggest a direction for future research: how does the security market deviate from
this benchmark? And which market friction should legislators prioritize? I provide one such
argument for prioritizing information asymmetry over externalities. From a positive economics
perspective, my findings might provide an explanation for why federal and state governments
prioritize breach disclosure law over public subsidy programs. Breach disclosure laws do seem
to be popular at all levels of administration in the US, as can be seen in the CISA, fifty state laws,
and other legislative efforts. Purely externality-based interventions such as subsidy, mandate, or
liability, on the other hand, remain mostly on the discussion table. This is consistent with the view

in Section 8 that sufficient public information is a prerequisite for the market to thrive.

In general, there are multiple sources of friction in the market of information security (An-
derson and Moore, 2006). Designing security policies in the presence of multiple frictions is by no
means an easy task. Policy proposals are usually justified by either one particular market failure
or a combination of them, but more work needs to be done to assess the relative importance of each

friction.
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